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Overview and Contributions
Can we effectively utilize OOD queries to improve 
the truthfulness of LLMs without needing to rely 
on human-annotated answers? Yes! 
• Propose a GRAdual self-truTHifying method, 

GRATH, to enhance the truthfulness of LLMs in 
a self-supervised manner.

• Achieve SOTA performance on TruthfulQA’s 
MC1 and MC2 tasks.

Proposed Method
Step (a): Create pairwise truthfulness data
Prompt a pretrained base model to generate 
pairwise answers in the few-shot setting given
• prompt = “Consider the following question: 

$question$\nPlease generate a correct answer 
and an incorrect answer.”

• questions randomly selected from an open-
source dataset.

Step (b): Self-truthifying
Adopt DPO to fine-tune the pretrained base model 
with the pairwise truthfulness training data. 
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Experimental Results

Step (c): Gradual self-truthifying
Alternatively refine data and update model in an 
iterative manner.
• Refining data: Prompt the current base model 

to generate correct answers and substitute 
those in the pairwise truthfulness training data.

• Updating model: Adopt DPO to fine-tune the 
current base model with the refined data.

Main results:
GRATH could 
effectively bolster the 
truthfulness of 
different LLMs with 
minimal impact on 
their core capabilities.

Interesting findings:
• The model learned by DPO is more truthful in the 

testing domain if there is a smaller domain gap 
between pairwise truthfulness training and testing data.

• The model learned via DPO is more truthful if the 
distributional distance between correct and incorrect 
answers within pairwise truthfulness data is larger.

A larger top-p value indicates a 
higher degree of transformation 
applied on training data, resulting 
in a larger domain gap between 
training and testing domains.

Training data 
used in the 2nd 
iteration of DPO 
shows larger 
pairwise distance 
between correct 
and incorrect 
answers, leading 
to a significant 
improvement in 
the truthfulness 
of the pretrained 
base model.


